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Abstract

This assignment will examine algorithmic trading in the foreign ex-
change (FX) market, and how to set up and use a trading robot. First
we will explain what algorithmic trading is as well as its role in today’s
markets. Further on, the assignment will give a short description of
the FX market and why we used this market to test our robot. We
will then explain how trading robots are programmed, elaborate on
key parts of our strategy and explain di�culties that occurred. Finally,
we will test the robot on three di↵erent currency pairs and evaluate its
performance.

The reason we wanted to learn more about algorithmic trading
robots is because we feel there is limited opportunities to learn more
about it in business schools today. After attending the guest lectures
with both Rolf Palmer (head of FX at DNB Markets) and Øyvind
Schanke (Chief Investment O�cer at Norges Bank Investment Man-
agement) who talked much about algorithmic trading, it further fueled
our interest to learn more about the field and we understood the im-
portance and impact trading robots has on trading in today’s markets.
We learned that this is a common method of trading, and we think it
will be even more important in the future.
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1 Automated trading

Automated trading systems are used by traders to ex-
ecute trades without human intervention. By using an
automated trading system, traders are able to set spe-
cific rules for both trade entries that decides when to
buy or sell and trade exits that decide when to close out
the position. These are rules which can be performed
automatically by computers once they are programmed.
It is important that all the rules are part of a strat-
egy. Such strategies could be based on fundamental-,
statistical- or technical analysis.

There are several advantages and disadvantages by
using an automated trading system. The most funda-
mental advantage is that trades are performed with-
out humanly emotions (Nasdaq, 2016). When humans
trade, they are constantly in danger of letting their emo-
tions influence their trading patterns, and thereby not
following their pre-set strategy. This could lead to an
even greater loss or a missed opportunity to make profit.
By using a computer to perform the trades, no emo-
tions will a↵ect the strategy. Even though this is true, it
does not mean that trading with an automated system is
completely without emotions. The trading robot has no
emotions, but the trader who controls it may be tempted
to change its pre-set strategy during unprofitable peri-
ods. Another advantage using automated trading is that
you can backtest your rules before investing real money.
By testing the strategy on historical data, it enables the
trader to see if it performed as expected, and evaluate
the performance for further improvements. However,
there is a risk of over optimization which can lead to an
insu�cient strategy.

When using a fully automated trading system there
is always a risk of mechanical failure. If there is a inter-
net connection loss, some of the orders that should have
been sent, may still be on the computer. This can lead
to missing- or duplicate orders. Because of this risk, the
systems require monitoring, which could be time con-
suming. Another disadvantage is that an automated
trading system is inflexible. It will only execute trades
based on the pre set coding and is therefore limited to
the implemented logic. This can be a problem during
changing market conditions if the trading robots ability
to adapt is limited.

2 The software program

When we first decided to make an algorithmic trading
robot, we had to decide which software to use. There
are several di↵erent options with di↵erent advantages
and disadvantages. We looked into MATLAB and Ex-
cel, but the problem here is that the software is not de-
signed to build trading robots and the back-tester needs
to be built from scratch. We finally decided to use Meta-
Trader 4 to build and implement the robot, because this
is a free program, and it provides free live and historic
data on di↵erent asset classes. MetaTrader utilizes a
scripting language called MQ4, where we can develop

trading robots hereafter referred to as an EA (expert
advisor).

3 Generally about an EA

This part describes the di↵erent parts of an EA. An
EA always consists of three parts; Entry, exit and siz-
ing. The entry part tells the EA what it should look for
before entering any trades, the exit tells the EA what
it should look for when exiting a trade, and the sizing
decides the quantities the EA will make.

From a coding point of view, the EA would operate
a little bit di↵erently. There are four main parts; Setup,
initialize, start and deinitialize.

Figure 1: Shows the di↵erent parts of an EA.

In the setup part, all the things that are required for
the EA to work are written. In the initialize part, all
the codes will run once, when the EA is executed. It
will typically check if the broker is a four or five digit
broker. This means if the broker o↵ers four or five dec-
imal quotations. This is important because the robot
cannot di↵erentiate the last decimal point if it is not
coded, and will therefore also make sizing and set stop-
loss levels that are not intended. If the EA wants to
trade Yen, a similar code must be included in the ini-
tialize part of the robot. This is because Yen is the only
major currency pair that uses a three decimal quotation
system.

The most important part is the start part. This part
of the code will run once the initialize part is done, and
then it will run one time, each time there comes in new
information. This means that it runs on every tick, syn-
onymous to every time the price of an asset changes.
The first thing the EA will do in the start part is to
look for positions to be exited and then for any possible
entries. If the EA finds an entry, it will thereafter look
for the appropriate sizing. In the deinitialize part, all

2



the codes run once after the EA is stopped. We have
not included anything in this part of our code as it is
a less important part. Typically, a code that alerts you
when the EA is stopped will be included in this part.

A more detailed description about each line of code
will be found in Appendix 1. We have inserted com-
ments next to the code so that it is possible to under-
stand the meaning of each line.

4 The FX market

4.1 Why we chose the FX market

When we first started using MetaTrader we opened a
demo account with 10,000 USD. The demo account al-
lows us to create our own algorithm, and test them
on multiple di↵erent currencies as well as commodities.
MetaTrader has no historical data on stocks or indexes,
and this resulted in us choosing the FX market. An ad-
vantage of choosing the FX market is that we do not
have to take stock splits, dividends etc. into account
which makes our testing and data cleaning process much
easier. The FX market is open 24 hours a day, five and a
half days a week which makes the statistical data more
significant. This is a good thing, because our strategy
is based on technical analysis, and with more available
data it is easier to observe if patterns actually exists.

4.2 Generally about the FX market

The FX market is a global decentralized market for cur-
rency trading. It includes all aspects of trading curren-
cies at current or determined prices. The main partici-
pants in the FX market are governments, central banks,
banks and other financial institutions, hedgers and spec-
ulators (colorado.edu). The FX market is an electronic
over-the-counter market where you can trade currencies
worldwide 24 hours a day, five and a half days a week.
It is the biggest market in the world, in terms of traded
volume. In April 2016 the FX market average trading
per day was 5.1 trillion dollars (bis.org).

The FX market is one of the least volatile markets.
Most of the currency pairs move less than 1% per day.
Most FX traders use leverage to increase the value of
potential movements in the market. Some brokers of-
fer you leverage as high as 250:1. This means that for
every dollar you put into the market, you can trade for
250. Extreme liquidity and the availability of high lever-
age helped to spur the market’s rapid growth and made
it ideal for many traders. Positions can be open and
closed within seconds or they can be held for months.
Because of the market size, none of the largest players
are able to move the prices since the currency prices are
based on objective considerations of supply and demand
(berkeley, 2016).

FX trading are executed using spot transactions or
derivatives. The pricing is done using currency pairs and

they are quoted either directly or indirectly. In each cur-
rency pair, the first currency is the base current and the
second is the quote current. GBP/USD=1.8040 is an
example of a FX quote, and it represents the exchange
rate of the two currencies. The number 4 indicates the
Pip value, which is a widely used term in FX trading.
The most traded currency pairs are shown in the table
below:

EUR/USD

USD/CAD
AUD/USD
USD/CHF
GBP/USD

Table 1: The five most traded currency pairs

Currencies always trade in pairs. A trader is long in
one currency and short in the other. For example, if a
trader sells EUR/USD, he would have exchanged euros
for dollar and would now be short in euros and long in
dollars. (colorado.edu)

5 Technical analysis

Our strategy is based on technical analysis. Technical
Analysis is the forecasting of future financial price move-
ments based on an examination of past and current price
movements (Harris, 2003). Technical analysis is not sup-
posed to produce absolute predictions about future price
movements, but rather tries to anticipate what is most
likely to happen. Before we will explain the actual strat-
egy of the EA, we will explain the indicators that our
strategy is based on.

5.1 Single moving average (SMA)

A single moving average (SMA) is the unweighted mean
of the previous n data. In financial applications it is
normally calculated as the sum of closing prices divided
by the number of closing prices. We are using 10- and
40 periods simple moving averages as default in our EA
code, but these will be optimized to fit the best possible
result for di↵erent periods.

SMA =
Pm+ Pm� 1 + Pm+ ...+ Pm(n� 1)

n

(1)

=
1

n

n�1X

i=0

Pm� i (2)

5.2 Average true range (ATR)

Average true range (ATR) is an indicator developed by
Welles Wilder (stockcharts, 2016). The indicator mea-
sures volatility. The true range (TR) is calculated as the
greatest of the following:
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1. Current high less the current low (3)

2. Current high less the previous close (absolute value)
(4)

3. Current low less the previous close (absolute value)
(5)

This can also be seen in the figure below.

Figure 2: ATR is the greatest of the following.

For ATR to make any sense combined with SMA it
should be somewhere between the two 10- and 40 day
moving averages that we already have decided to use.
We have chosen to use a 20 period ATR as the default
in our code, but this could also be optimized later. The
first 20-period ATR is calculated as the average of the
TR values for the last 20 days. Wilder also came up with
an idea to smoothen the data by incorporating the pre-
vious ATR value. Therefore the current ATR(20) can
be calculated like this:

Current ATR(20) =
Prior ATR(20)⇥ 19 + current TR

20
(6)

ATR is not a directional indicator such as MACD
(moving average convergence/divergence oscillator) or
RSI (relative strength index). Instead, ATR is a unique
volatility indicator that reflects the degree of interest or
disinterest in a move. Strong moves, in either direction,
are often accompanied by large true ranges (TR). This is
especially true at the beginning of a move (stockcharts,
2016). Uninspiring moves can be accompanied by rel-
atively narrow ranges. Therefore ATR can be used to
validate the enthusiasm behind a move or breakout. A
bullish reversal with an increase in ATR would show
strong buying pressure and reinforce the reversal. A
bearish support break with an increase in ATR would
show strong selling pressure and reinforce the support
break. In the code, we are also implementing some-
thing we call ATR-shift. We are using an ATR-shift of
10 periods. This means that a signal will be triggered
if ATR(20) is currently greater than it was 10 periods
ago.

6 The EA strategy

The first robot we made did not include ATR in the
coding. We implemented a default strategy to the EA

where it would entry a long trade when SMA(10) crosses
SMA(40) from the bottom and enter a short trade when
SMA(10) crosses SMA(40) from the top. The exit rules
are similar. We are exiting a long trade when SMA(10)
crosses SMA(40) from the top, and exiting a short trade
when SMA(10) crosses SMA(40) from the bottom.

Figure 3: Example of triggered SMA signals

The sizing was set to 0.33 lot per trade, and would
grow in proportion with the balance in the account. An
example would be if our balance grew from our initial
balance of 10,000 USD to 20,000 USD the sizing would
now be 0.66 lots per trade. The risk per trade is also at-
tached to the balance. We would risk 1% of our portfolio
per trade no matter what the balance was. So, if our
balance grew to 20,000 USD the risk would still be 1% of
the portfolio equal to 200 USD per trade. The stop loss
was therefore set to be 30 pips behind the price. The
trailing stop loss would also follow the price by 30 pips.

However, after backtesting the robot we encountered
a problem. The robot triggered a lot of false signals
which resulted in a lot of unprofitable trades. To fix
this problem we implemented the ATR rule to the robot
before allowing it to execute any trades. This rule
is based on current volatility being greater than pre-
vious volatility. More accurately, if current volatility
(ATR(20)) is greater than volatility (ATR(20)) 10 hours
ago, the robot will enter a long trade when SMA(10)
crosses SMA(40) from the bottom and enter a short
trade when SMA(10) crosses SMA(40) from the top. We
also changed the exit rules. Now the EA would only exit
a trade if it reached the stop loss or the trailing stop loss
level. Both of these parameters were still 30 pips behind
the price.

We thought this rule would remove much of the false
signals because trends form when there is a strong excess
of buying or selling pressure. When there is volatility in
the market, sellers and buyers tend to disagree on the
price, and in many cases one side will essentially lose,
and the market will go in the other direction. The mar-
ket participants on the losing side further amplify this
because a lot of traders will take losses and stop loss
levels will be triggered. Therefore we believe there to
be an increased chance of trends forming when there is
increased volatility, and that is what we try to exploit
by entering this new trading rule.
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7 Challenges that occurred

In this section, we will highlight some of the di�cul-
ties that occurred before we could backtest with reliable
results. The challenges were not mainly to write the
code, but rather to obtain a reliable and accurate data
set. A clean data set is critical to perform an accurate
back-test. These challenges will be explained separately
below.

The data set we used is provided by MetaTrader and
it includes the opening- and closing price, highs and lows
as well as the volume. MetaTrader does not reveal where
their data comes from so it was di�cult for us to know
how reliable the data was. The fact that the data set
was free may also be a concern, as we have learnt that
there is a huge industry to buy data from more reliable
sources than MetaTrader to ensure that you have clean
data. However, it is also common practice to clean the
data yourself, which is what we did. We did this by
exporting the data set from the desired time period to
Excel. We would then look for duplicate, missing and
wrong entries. We found some and changed them so
that the closing price for one period was equal to the
opening for the next period. This makes sense because
the closing price of one bar would be equal to the open-
ing for the next bar. The one exception is for the last
bar on Fridays and the opening bar on Mondays where
the price can di↵erentiate, so naturally, we did not make
any changes between these bars.

A more di�cult problem to fix, is that the data set
may also include spikes and bad ticks. A Spike is when
there is a sudden and huge change in the price of an
asset and bad tick is equal to an inaccurate or incorrect
trade.

An example of a bad tick would be if someone needed
to close out their short position when there was low liq-
uidity in the market and made a buy order at X+5 pips
when the asset was trading at a price of X. Bad ticks
tends to be of extremely low volume. Bad ticks are a
problem because even though there has been executed
a trade at this level it is impossible for us to act on it
and our back-tester cannot di↵erentiate bad ticks from
clean data. Therefore, there is a problem that the EA
may execute trades at these prices, and thus artificially
inflates the performance of our backtesting and making
it dangerously unreliable.

The exact same problem occurs when there is a spike
in the market. The biggest spikes tend to happen when
there are announced big news announcements, but it can
also occur during normal market conditions. A recent
example of a huge spike without any major macro- eco-
nomic news, was when the USD/GBP reached its lowest
quotations in 30 years on the 7th of October 2016. Ac-
cording to Business insider this was caused by one trader
alone (Williams-Grut, 2016). However, the investigation
is still preceding. When a spike occurs, there are very
few prices where there is any trading. This makes it
impossible to enter a trade at these levels for someone

without a high-frequency trading infrastructure. The
back-tester cannot di↵erentiate spikes from clean data
so the same problem occurs as for bad ticks.

Our solution to deal with both spikes and bad ticks,
was to analyze and backtest on hourly periods instead
of shorter timeframes. This means that one bar is equal
to one hour. By doing this, we are minimizing the ef-
fect that both spikes and bad ticks will have on our EA,
because we are reducing the ability of the EA to over-
react on such events. However, the problem does not
disappear completely, but it was our best solution to
encounter the problem.

The last problem that we want to highlight is widen-
ing of the spread. Brokers and liquidity suppliers may
widen the bid/ask spread (BBO) when there is low liq-
uidity in the market. An example would be ahead of
non farm-payrolls, a monthly released report of the to-
tal number of paid U.S. workers of any business, where
brokers and liquidity providers typically would protect
themselves from spikes in prices by widening the spread.
When the spread widens it can trigger the stop loss,
which again will result in unprofitable trades. When
we are backtesting in MetaTrader we are using a fixed
spread, and this can give us unreliable results as this
would not be the case in real life trading. As we found
no optimal solution to fix this problem, we sat the fixed
spread in the back-tester to 2.0. As the average spread
for the currencies that we use is much smaller than this,
we believe that if we still get a profitable EA with the
2.0 spread it will withstand widening of the spread also
in real life.

EUR/USD 0.2

EUR/GBP 0.8
USD/CHF 0.95

Table 2: Average spread last quarter of 2016

Figure 4: An example of widening of the spread for
EUR/GBP on the 10.05.2012. The extreme widening
of the spread only lasts for a brief moment.

Even though it is possible that some errors is still in
the dataset after this procedure, we believe it contained
good enough information for our purpose.

5



8 Expectations

Our expectation is to make a profit that is greater
than what you would get at a risk-free interest rate,
which is 0.81% based on a 1 year US treasury bill yield
(Bloomberg, 2016). The risk free rate is a rate with no
variance, but as no such rate exists in practice it is cus-
tomary to use the interest rate associated with the U.S
treasury bills, as the market does not recognize the pos-
sibility of the U.S defaulting on its standing debt obli-
gations (Brealey, 2014). There will be no point entering
this type of market without achieving a greater return.
An additional expectation is that the robot should fol-
low our strategy and never deviate from it.

We should also take into consideration some of the
big macro events that happened during our two peri-
ods of historical data. In the period from 2014.11.30
- 2015.11.30 the Swiss Franc soared by 20% in one day
compared to USD (economist,2015). This can be seen as
an unusual event, and it could impact the robots trad-
ing patterns. The same goes for Brexit and the Trump
election in the period from 2015.11.30-2016.11.30.

9 Results

In this section we will present the results. We tested the
EA on the currency pairs listed below.

EUR/USD

EUR/GBP
USD/CHF

Table 3: The three currency pairs used

First we tested our initial strategy on the three
currency pairs in the time period from 2014.11.30 to
2015.11.30. After reviewing the results with the initial
parameters, we then optimized the EA parameters for
the period. These parameters were; stop loss, trailing
stop loss, SMA(10), SMA(40), ATR(20) and ATR- shift.

Default parameter settings

StopLoss (pips) 30
Trailing stop (pips) 30

sma short 10
sma long 40
atr period 20
atr shift 11

Table 4: Shows the default parameter settings for the
EA

These where the parameters we optimized for the
EA. All the currency pairs started with the same de-
fault settings as shown in table 4.

Figure 5: Shows all the di↵erent combinations of the
parameters with the expected payout per trade along the
vertical axis. The horizontal axis shows the number of
tests run.

We chose the combination of parameters that maxi-
mized the profit for the time period. We went through
the same process for the three currency pairs and the op-
timized parameters are shown in table 5. We then tested
the optimized parameters in the time period 2015.11.30
to 2016.11.30

Optimized parameter settings

EUR/USD EUR/GBP USD/CHF
StopLoss 15 10 10

Trailing stop 60 37 67
sma short 17 16 17
sma long 63 20 56
atr period 22 28 40
atr shift 11 5 17

Table 5: Shows the optimized parameter settings the EA
uses on the di↵erent currency pairs
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Figure 6: Shows results and key figures for all the currency pairs

In figure 6 one can observe the results and key fig-
ures for each currency pair. Most pairs did not gener-
ate a profit with the original settings. When we opti-
mized the parameters, the EA performed better, as we
expected. As one can observe from the EUR/GBP pair,
the optimized 2015 numbers performed better in 2016
than they did in 2015. An interesting thing we observed
is the imbalance between profitable trades and unprof-
itable trades. For each currency pair most of the trades
ends in losses and only a few make a profit. Despite
that most of the trades ends in losses, the average profit
trade is higher than the average loss trade. This indi-
cates that the profit optimization is probably not the
best solution when it comes to programing the robot,
and we will talk more about di↵erent solutions in terms
of optimizing criteria in the evaluation part of the pa-
per. Another interesting aspect is that long and short
positions are equally weighted. This is a good sign that
indicates that the robot is able to catch both upwards
and downwards trends in the market and act accord-
ingly. That is consistent with our strategy and confirms
that it works properly.

Figure 7: Optimized balance on EUR/GBP
from 25.11.2015 - 25.11.2016

Figure 7 shows the P&L results and volume traded
when the EA traded EUR/GBP in 2016 based on the
optimized parameters from 2015. The green line shows
our equity, and shows the account balance plus the float-
ing P&L of our open positions. The volume per trade
grows in proportion with the balance and is shown as
the green lines at the bottom of the figure. The EA per-
formed best on this currency pair and made a profit of

approximately 60 percent. In the first half of the time
period, the EA underperformed and made a loss. After
the first half, our EA performed a series of profitable
trades.

Figure 8: Optimized balance on EUR/USD
from 25.11.2015 - 25.11.2016

Figure 8 shows the balance and volume traded on
the currency pair EUR/USD. The balanced reached a
positive P&L only once during the time period. The
EUR/USD decreased a lot in November and this may be
a result of the presidential election in the United States.
Our EA did clearly not manage to catch the downward
trends in the Dollar vs. the Euro.

Figure 9: Optimized balance on EUR/USD from
25.11.2015 - 25.11.2016

Figure 9 shows the P&L and volume traded for
USD/CHF. As one can observe, this development is not
profitable, and our balance reached a loss of approxi-
mately 30 percent. The period consisted of many trades
that made a small loss because it reached the stop-loss
boundaries. This is a great example of how we do not
want our EA to perform, and it shows that our strategy
and choice of optimizing all the parameters only based
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on the profit from the previous year was not the best
solution.

10 Evaluation of performance

The results we got from the optimized pairs varied a lot
as can be seen from the balance figures above. However,
the first thing we wanted to check was if the robot ex-
ecuted trades as we wanted it too. An advantage when
using MetaTrader is that we can get a visual graph on
how the EA performed as well as when it performed
trades. An example can be seen in the figure below.

Figure 10: Visual view of backtesting on the
EUR/USD currency pair with default settings

Figure 10 shows two trades performed by the EA
with the default settings. The first trade is a short trade,
which can be seen as the red arrow on the figure. The
trade gets closed when it reaches the orange arrow going
in the opposite direction. It gets closed at the stop-loss
value 30 pips above the initial sell price and is therefore
an unprofitable trade. The next trade is a long trade,
which can be seen as the blue arrow. This is a profitable
trade, and it gets cancelled out by the trailing stop-loss,
which can be seen as the other orange arrow at the right-
end side of the figure. The short-trade is executed right
after the sma(10) (red line) crosses the sma(40) (yellow
line) from the top. This is according to our strategy.
Further on, we can see that the ATR(20) (blue line) is
greater when the trade is executed than it was 10 hours
ago, which is also according to the strategy.

After reviewing the complete dataset, we can see that
the EA traded according to how it was set up. In other
words, we could not observe any problems with the cod-
ing. The optimized EA gave varying results for the dif-
ferent currency pairs. The EUR/GBP was the only pair
that resulted in a positive P&L. The results were sta-
ble until June of 2016 before the balance suddenly sky-
rocketed. We believe the EA managed to hit the Brexit
almost perfectly which again resulted in a few very prof-
itable trades. However, we are not sure whether this was
pure luck or if the EA with the optimized settings gen-
erally manages to capture macroeconomic events in a
good manner.

The other pairs performed poorly during the pe-
riod. The worst performer was the USD/CHF, which
ended the period approximately 30 percent down. In

the first half of the period, the balance goes linearly
down. This indicates that the EA did not make any
profitable trades, with a few exceptions, and the po-
sitions got closed by hitting the stop loss boundaries.
As we can see from figure 6, the EA made 7 profitable
trades and 53 losses. If this was to be considered a good
strategy, the profitable trades would have to cover the
many losses. This does not seem to be the case, and the
EA did not meet our expectations. On the other hand,
our EA performed as it should. It takes a lot of trades
before our balance reach a critical point, and if we were
trading in real time, we could stop the EA and change
some of the parameters and probably avoid the big loss.

After analyzing the data, we believe the EA got op-
timized on the wrong assumptions. By optimizing the
parameters on profit from the previous year, it was not
necessarily the best strategy to use on the next year.
The most volatile periods for the di↵erent currency pairs
happens when there is uncertainty about any macroeco-
nomic events which may cause unpredictable price fluc-
tuations.

There were several unusual events that occurred in
the tested period that could impact the EUR/USD
price, e.g. monthly released reports like the US Trade
balance report, reports from the ECB (European Cen-
tral Bank) or FED (Federal Reserve). The EUR includes
many countries, but Germany, Spain, Italy and France
stands for approximately 75% of the total GDP. This
means that news announcements and statistics related
to these countries will impact both the price and the
volatility of the currency pair. This is not a problem for
our initial strategy, because it will detect when a trend
forms based on the single moving averages and the ATR,
and execute trades accordingly. It does however become
a problem when we optimize the way we did, because
it is based on that the exact same news announcements
will happen every year, which is highly unrealistic.

We believe we could have done the optimization part
better by extracting a part of the data set that we knew
would be as free of unusual events and other factors as
possible and then optimize. This way the EA would
optimize under more normal conditions. There would
still arise a few problems with this method. The time
period would have needed to be big enough for us to
analyze the results and we would need to know that the
market conditions was as normal as possible. One could
argue that normal market conditions does not exist and
that there will always be some factors that causes price
fluctuations. One problem is that all the currency pairs
correlate to some extent, so if some big news announce-
ment happens in one currency pair this would a↵ect all
the currency pairs in di↵erent ways. Even though there
is a lot of di�culties with using this method for optimiz-
ing as well, we believe this would be better as it would
extract the most volatile parts of our initial data set.
The EA would no longer try to optimize to win these
volatile trades, but would rather try to find a strategy
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that would produce stable profitable trades.
We thought a great deal about how to gain an edge

from big news announcements with our strategy, but
have not found any reliable way to profit from such
trades. Therefore, we think the best strategy would be
to turn o↵ the EA before big news events to prevent
taking on too much risk.

Even though the code in our EA did not include any
mistakes, it could have been done in a more robust way.
Generally, the more robust an EA is, the better. By
robust, we mean its ability to adapt to di↵erent condi-
tions in the market. All the parameters that we have
implemented in this code are fixed values. This means
that the EA will always do exactly what we have pro-
grammed it to do. We have learned that it is possible to
let the EA take decisions on its own based on conditions
in the market by implementing a code that would allow
the EA to operate more robustly. An example would be
our sizing algorithm that was set at a fixed and attached
level to what the balance was. A better solution could
be to let the EA base its sizing to the current volatility
in the market. When there is more volatility in the mar-
ket, our equity curve will have bigger swings as well, and
essentially our trading system will become one that only
depends on volatility. This means that the most prof-
itable trades must come from the most volatile periods.
A more elegant solution could be to let the EA base
its sizing on the current volatility in the market, and
thereby making large orders when there is low volatil-
ity and small orders when there is high volatility. This
way the EA could potentially make more stable returns
by cancelling out the volatility e↵ect. Unfortunately we
were not able to implement such a code in the EA.

11 Summary/Conclusion

In this paper we have showed how to build an EA and ex-
plained in detail how to prevent unreliable back-testing
results in the best possible way. We have also tested
the EA on three di↵erent currency pairs with varied re-
sults. The only profitable result we got was from the
EUR/GBP pair. However, this pair generated a 60%
return over a one year period starting 2015.11.30 ending
2016.11.30.

When testing the EA on the two other currency pairs
it showed negative results as well as a disturbingly bad
trading pattern. The EUR/USD pair generated a 10%

loss while the USD/CHF pair generated a 30% loss. The
ratio of profitable to non profitable trades was as low as
13.2%. Our back-testing could also have been done more
accurately by testing on a data set with more normal
market conditions, or by choosing the optimized param-
eters by including other criteria than to only maximize
the profit.

Further on we should have made the EA more robust
so that it would be able to deal with di↵erent market
conditions in a better way. By having a more robust EA
it would be easier to use it on several currencies, and it
would be able to make profitable trades under di↵erent
market conditions.

We experienced that is is di�cult to make the EA
produce stable and profitable results and we learned that
the returns produced by the EA also depends greatly on
the trader that uses it. The trader needs to decide when
the EA is allowed to make trades, and when there is
appropriate to make changes in the codes. Therefore,
we believe that it is critical that the trader understands
when there might be an edge in the market as well as
when the smartest move is to stay out. In general we be-
lieve that the perfect strategy over the long term is very
di�cult if not even impossible to obtain, and therefore
we think that the returns of the EA always will depend
greatly on the choices made by the trader.

Working with this paper has been both interesting
and learnful for all the team members. We have been
able to learn a lot from our mistakes during this period
and we think that we have become better algorithmic
traders than we were before.

12 Limitations

There is no simple way of making an EA that generates
money more often than it loses. Even experts that uses
all their time and knowledge struggle to do this con-
sistently. Our knowledge and insight about algorithmic
trading and the financial markets, are limited, and this
has a↵ected the depth as well as the results of our re-
search. During the data gathering process we were able
to find data sets for all the relevant time periods, but it
was not a completely clean data set, which have had an
impact on the results of our EA. There were also other
criteria we wanted to apply in our strategy, but were
not able to do this because of our limited programming
skills.
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13 Appendix

13.1 Codes used in the EA
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13.2 Other figures

Figure 11: Example of buy a buy trade and the trailing stop loss.

This figure shows a buy trade indicated by the blue arrow. The trailing stop loss is the stapled red line. The
trailing stop loss is above or initial buy price, which means that this is a profitable trade for the EA.

Figure 12: Example of a short trade and the stop loss

The figure shows a short trade indicated by the red arrow. Here, the stop loss is above the short price, and it will
get triggered if the price reaches the stop loss.
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Figure 13: Example of di↵erent combinations of optimized parameters

This column to the right shows di↵erent combinations of optimized parameters. The profit column shows the profit
from the optimized period. We chose the parameters that resulted in most profit over the period and used these
parameters for the next period.

Figure 14: Example of a report after the optimizing

This figure shows an example of a report after we back-test our EA on a desired period.
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